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RumbleDB is a complete, publicly released, documented system

Free and open source
DB
@ull.@

www.rumbledb.org
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m for macOS (or Linux)

ETH:zrich



RumbleDB:
implementation of JSONIq on top of Apache Spark + data lake

for $person in json-file("persons.jsonl")
where $person.age le 65
let $country as string := ($person.country, "none")[1]
[{J s O N I Q))) group by $country
order by $country descending
return {
"country" : $country,
"names" : [ distinct-values($person.first) |

Spark g g g g g
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Data lake support DB
L @ Source: M. Armbrust, A. Ghodsi, R. Xin, M. Zaharia.

Lakehouse: a new generation of open platforms that unify
data warehousing and advanced analytics. CIDR 2021.

RU

TeXt B Replorts ScDi:;ace TS’;T.ZZ
s 00
HDFS A
HTTP vro
: Parquet
Local file system
Azure ROOT
LibSVM

Vision:
JSONIq as the ideal

Many storage systems Many formats
lakehouse language

ETH:zrich



Also runs on your laptop cores!

for $person in json-file("persons.jsonl")
where $person.age le 65
let $country as string := ($person.country, "none")[1]
[{J s O N I Q))) group by $country
order by $country descending
return {
"country" : $country,
"names" : [ distinct-values($person.first) ]
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ook and Feel

© tsrumble
314, "sq@2" 1 1.4}

0.006221771240234375 ms
3.4, "sq2": 1.4

[ ] tsrumble
[ 2, 3, 5,7, 11,13 ]

Took: 0.0064008235931396484 ms
2, 3, 5,7, 11, 13]

[ ] tsrumble

{
“operations” : [
{ "binary" : [ "and", "or'] },
{ "unary® : ["mot"] }
1
"bits" : [
0,1

}

Took: 0.008172035217285156 ms
{"operations”: [{"binary": ["and",

"or"]}, {"wnary": ["not"]1}], "bits": [0, 1]}

$trumble
[ { "Question”

Ultimate” }, ["Life", "the universe’, "and everything"] ]

Took: 0.006453990936279297 ms
[{"Question": "Ultimate"}, ["Life”, "the universe’, "and everything"]]

json-file(

) where $i.target eq "Gernan

onds to execut
+/confusion_sanpl where sc 1t 5 return $i.quess }

Danish”

nfusion_sample. json") w
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Data denormalization

[

| N I
Extrla values Nested values

L T 1

Missing values

Invalid values
[ ]
Flat Nested
Homogeneous Heterogeneous
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Data denormalization

Flat
Homogeneous

Nested
Heterogeneous
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JSON Lines

{ llNamell
{ llNamell
{ "Name"
{ llNamell
{ llNamell

{"Name" :
{"Name" :
{"Name" :
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:{ "First" : "Albert", "Last" : "Einstein" }, "Countries" : [ "D", "I", "CH", "A", "BE", "US" ] }
: { "First" : "Srinivasa", "Last" : "Ramanujan” }, "Countries" : [ "IN", "UK" ] }

:{ "First" : "Kurt", "Last" : "Gddel" }, "Countries" : [ "CZ", "A", "US" ] }

: { "First" : "Ada", "Last" : "Lovelace" }, "Countries" : "FR" }

- {"First" : "Alan", "Last" : "Turing" }, "Countries" : "UK" }

: { "First" : "Maryam", "Last" : "Mirzakhani" }, "Countries" : [ "IR" ] }

: "Pythagoras”, "Countries" : [ "GR" ] }

: { "First" : "Nicolas", "Last" : "Bourbaki" }, "Number" : 9, "Countries" : null }



But what problem does it solve?

Example: GitHub archive

2.9 billion “events” 7.6TB

ETH:zrich

"type": "PushEvent",
"commits": |
{"author": "john", "sha":
{"author": "tom", "sha'":
1y
"repository": {
"name": "hello-world",

"fork": false

by
"created_at": "2013-08-19"

"e230e81"},
"od4f151"}

10% of the paths have mixed types

<100 attributes per event, >1,300 attributes overall



Install Download

@u.u.@

Java

Install




Check that Java is properly installed

java -version

openjdk version "11.0 " 2022-08-12
Open]DK Runtime Environment Temurin-11.0.16.1+1 (build 11.0.16.1+1)
Open]DK 64-Bit Server VM Temurin-11.0.16.1+1 (build 11.0.16.1+1, mixed mode)
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Create a directory and cd yourself there on the command line

mkdir /tmp/rumbledb-tutorial

cd /tmp/rumbledb-tutorial

We will put everything in there: data, RumbleDB jar, queries, etc.
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Download the RumbleDB standalone jar

https://github.com/RumbleDB/rumble/releases

f
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Download the RumbleDB standalone jar

v Assets o

@rumbledb-1.19.0-for-docker.jar

@rumbledb-1.19.0-for-spark-3.0.jar
@rumbledb-1.19.0-for-spark-3.1.jar
Q@rumbledb-1.19.0-for-spark-3.2.jar

@rumbledb-1.19.0-for-spark-3.3.jar

@rumbledb-1.19.0-standalone.jar

@rumbledb-bre
[Z)source code (zi

[Z)Source code (t

@

Download to /tmp/rumbledb-tutorial

ETHzurich

12.4 MB

12.4 MB

12.4 MB

12.7 MB

12.7 MB

247 MB

11.5 MB

14 Jun 2022

14 Jun 2022

14 Jun 2022

14 Jun 2022

20 Jun 2022

14 Jun 2022

14 Jun 2022

14 Jun 2022

14 Jun 2022



Test the RumbleDB standalone jar

java -jar rumbledb-1.19.0-standalone.jar

/o \__ VA S A S | \/ )

fA Pl N __ N/ _ N/ /[ __ | The distributed JSONiq engine
oy A r oy 2/ /27 1.19.8 "Tipuana Tipu" beta
P A D A VP SV S B SV SEPURNRY SV A VS SR S /

RumbleDB is a JSONig engine that can be used both on your laptop or on a
cluster (e.g. with Amazon EMR or Azure HDInsight).

This is the standalone jar that does not require the installation of Spark.

If you need more control over Spark or use it on a cluster, we recommend using
the leaner jars instead, which you can download from www.rumbledb.org.

If you do not want to install Spark, then you need to use the standalone jar
instead from www.rumbledb.org.

Usage:
jar -jar <path to RumbleDB's jar> <mode> <parameters>

The first optional argument specifies the mode:
*kkk TUN Fkkk
for directly running a query from an input file or (with -q) provided directly on the command line.

It is the default mode.

mZurlch jar -jar rumbledb-1.19.8.jar run my-query.jq

jar -jar rumbledb-1.19.8.jar run -gq '1+1'



JSONiq Data Model (JDM): ltems

Atomic

ETHzurich

Object

Array

O

Function



JSONIiqg Data Model (JDM): Sequences of items

"fOO"

Sequences of Iltems

~NOoO Ok, WON -

true
false
false
true

Highly structured
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{"foo" : 1, "bar" : true }
{ "foo" : 2, "bar" : false }
{"foo" : 3, "bar" : false }
{"foo" : 4 , "bar" : true }

[1,2,3]
[4,5]
I
[6,7]

true
{ "foo" : [ "bar" ]}
[ 2, "foo", 4]

Ce——

Unstructured




The JSONiqg Data Model is much more than just JSON.

{
"ID" : "integer”,
"Who" : [

{
"Name" : "string",
"Type" : "string"
}
]

}
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Living" : "boolean”

Albert first false
Einstein last

Mirzakhani | last false
Alan first false
Turing last

Dean last true




Thank you to all our contributors

Students (BSc/MSc theses/assistants): Contributing PhD students:

Stefan Irimescu (Spring 2017) Renato Marroquin (2018 — 2020)
Can Berker Cikis (Spring 2018 — Spring 2020) David Dao (2022)

Dgnlel Yu (Spring 2018) Dan Graur (2020 — ongoing)
Diana Steffen (Fall 2019)

Andrea Rinaldi (Fall 2019)

Gianluca Moro (Spring 2020)

Eric Enzler (Spring 2020)

Manuel Reber (Spring 2020)

Falko Noé (Spring 2020)

loana Stefan (Spring 2020)

Martin Fiebig (Fall 2020)

Mario Arduini (Spring 2019 — Fall 2020)
Stevan Mihajlovic (Spring 2021)

Elwin Stephan (Spring 2021)

Zirun Wang (Fall 2021)

Olivier Goerens (Spring 2022)

Thomas Zhou (Spring 2022)

Remo Rothlisberger (Fall 2022)
Dominik Bruggisser (Fall 2022)
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Contributing post-doctoral researchers:
Ingo Mduller (2016 — 2021)
Rodrigo Bruno (2020)



Modes

java -jar rumbledb-1.19.0-standalone.jar repl
java -jar rumbledb-1.19.0-standalone.jar run

java -jar rumbledb-1.19.0-standalone.jar serve
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Open the shell

java -jar rumbledb-1.19.0-standalone.jar repl

1 to 10000
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1. Hello world

Type some arithmetic
expression
and press enter twice.
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1. Hello world

Type some arithmetic
expression
and press enter twice.

Hint:

You can use

+ - * div mod idiv
and parentheses

ETH:zrich



1. Hello world

(2*4) div (4-2)
>>>
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Didn't work?

No worries!

You can directly evaluate the queries
stored online.

java -jar rumbledb-1.19.0-standalone.jar
run http://www.rumbledb.org/samples/1.jq
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2. Opening a JSON Lines dataset

Open the JSON Lines dataset located at
https://www.rumbledb.org/samples/git-archive.json

and list its contents as JSON.
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2. Opening a JSON Lines dataset

Open the JSON Lines dataset located at
https://www.rumbledb.org/samples/git-archive.json

and list its contents as JSON.

Hint:
The function json-file(...) can be used to open a dataset.
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2. Opening a JSON Lines dataset

Open the JSON Lines dataset located at
https://www.rumbledb.org/samples/git-archive.json

and list its contents as JSON.

Hint:
The function json-file(...) can be used to open a dataset.
The parameter is a URI.
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2. Opening a JSON Lines dataset

Open the JSON Lines dataset located at
https://www.rumbledb.org/samples/git-archive.json

and list its contents as JSON.

Hint:

The function json-file(...) can be used to open a dataset.
The parameter is a URI.

RumbleDB supports many schemes

file:///, http://, hdfs://, wasb://, s3://

ETH:zrich




2. Opening a JSON Lines dataset

json-file(
"https://www.rumbledb.org/samples/git-archive.json"

)

{ "id" : "7045118886", "type" : "PushEvent", "actor" : { "id" : 20090775,
“"login" : "lainrose", "display_login" : "lainrose", '“gravatar_id" : "", "url"
: "https:\/\/api.github.com\/users\/lainrose", "avatar_url" :
"https:\/\/avatars.githubusercontent.com\/u\/20090775?" }, "repo" : { "id"
115387592, "name" : "lainrose\/Python-Grammar', "“url" :
"https:\/\/api.github.com\/repos\/lainrose\/Python-Grammar" }, "payload" : {
"push_id" : 2226161589, "size"™ : 1, "distinct_size" : 1, "ref"

"refs\/heads\/master", "head" : "27a01fbdbec8e26daad40fc8faa®52dddbe23836a",
"before" : "d6fce97b8de28a31d021c9a9f7ac939baaldd208", "commits"™ : [ { "sha" :
"27a01fbdbec8e26daad40fc8faad52ddObe23836a", "author" : { "name" : "lainrose",
"email" : "fb4676bf30682e2ece361fd363a69adl11779c42e@Naver.com"

Warning! The output sequence contains 36577 items but its materialization was
capped at 200 items. This value can be configured to something higher with the
——materialization—-cap parameter (or its deprecated equivalent —-result-size)
at startup




3. Number predicates

Return only the first object in the previous dataset.
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3. Number predicates

Return only the first object in the previous dataset.

...[...] is a postfix predicate expression that can be used with a
number inside.
This number is the position of the item to return.
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3. Number predicates

json-file(
"https://www.rumbledb.org/samples/git-archive.json"

)[1]

{ "id" : "7045118886", "type" : "PushEvent", "actor" : { "id" : 20090775,
"login" : "lainrose", "display_login" : "lainrose", "“gravatar_id" : "",
"url" : "https:\/\/api.github.com\/users\/lainrose', "avatar_url" :
"https:\/\/avatars.githubusercontent.com\/u\/20090775?" }, "repo" : { "id"
115387592, "name' : "lainrose\/Python-Grammar', "url" :
"https:\/\/api.github.com\/repos\/lainrose\/Python-Grammar" }, "payload" : {
"push_id" : 2226161589, '"size" : 1, "distinct_size" : 1, "ref" :
"refs\/heads\/master", "head" : "27a0l1fbdbec8e26daad4dfc8faad52ddobe23836a",
"before" : "d6fce97b8de28a31d021c9a9f7ac939baaldd208", "commits" : [ { "sha"
: "27a01fbdbec8e26daad0fc8faa052ddobe23836a", "author" : { "name" :
"lainrose", "email" : "fb4676bf30682e2ece361fd363a69adl11779c42e@Naver.com"
}, "message" : "Update Study Contents'", "distinct" : true, "url" :
"https:\/\/api.github.com\/repos\/lainrose\/Python-
Grammar\/commits\/27a01fbdbec8e26daa4dfc8faa®52ddobe23836a" } ] }, "public"
: true, "created_at" : '"2018-01-01T15:00:00Z" }




4. Discovering the keys in a dataset

List all the top-level keys present in the previous dataset.
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4. Discovering the keys in a dataset

List all the top-level keys present in the previous dataset.

Hint:
keys(...) takes a sequence of items.
It returns, as a sequence of strings, the (unique) top-level keys in

the objects that are in that sequence.
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4. Discovering the keys in a dataset

keys(json-file(
"https://www.rumbledb.org/samples/git-archive.json"

))

"repo"

"org"
"actor"
"public"”
"type
"created _at"
g

"pay load"
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5. Navigating in objects

List all values associated with the top-level key "type".

ETH:zrich




5. Navigating in objects

List all values associated with the top-level key "type".

Hint:

Object navigation (lookup) is done with the . operator, similar to
Python or JavaScript.

Object lookup also works if the left-hand-side is a sequence

(similar to XPath for XML).
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5. Navigating in objects

json-file(
"https://www.rumbledb.org/samples/git-archive.json"
) - type

Warning! The output sequence contains 36577 items but its materialization
was capped at 200 items. This value can be configured to something higher
with the ——materialization-cap parameter (or its deprecated equivalent —-
result-size) at startup
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6. Eliminating duplicates

List all unique values associated with the top-level key "type".
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6. Eliminating duplicates

List all unique values associated with the top-level key "type".

Hint:
distinct-values(...) takes a sequence of atomic values and returns
them with duplicates eliminated.
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6. Eliminating duplicates

distinct-values(json-file(
"https://www.rumbledb.org/samples/git-archive.json"

) -type)

"PullRequestEvent™
""MemberEvent"
"PushEvent"
"IssuesEvent"
"PublicEvent"
"CommitCommentEvent"
""ReleaseEvent"
"IssueCommentEvent"
"ForkEvent"
"GollumEvent"
"WatchEvent"
"PullRequestReviewCommentEvent"
"CreateEvent"
"DeleteEvent"
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/. Counting duplicate values

Count the unique values associated with the top-level key
"created at".
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/. Counting duplicate values

Count the unique values associated with the top-level key
"created at".

Hint:
count(...) takes a sequence of items and return its size.
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/. Counting duplicate values

count(distinct-values(json-file(
"https://www.rumbledb.org/samples/git-archive.json"
).created _at))
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8. Counting a collection

Count the number of items in the dataset.
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8. Counting a collection

Count the number of items in the dataset.

Hint:
count(...) also works on very large sequences.
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8. Counting a collection

count(json-file(
"https://www.rumbledb.org/samples/git-archive.json"

))
36577
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Download a larger datasets and save it to the same folder.

https://www.rumbledb.org/samples/git-archive-big.json

fn
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9. Counting a collection |l

Count the number of items in the downloaded dataset.
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9. Counting a collection |l

Count the number of items in the downloaded dataset.

Hint:
Relative paths are resolved to the working directory.
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9. Counting a collection Il

count(json-file("git-archive-big.json"))

206978
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10. Filtering with a predicate

List the events that have the type "PushEvent".
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10. Filtering with a predicate

List the events that have the type "PushEvent".

Hint:

Sequences can be filtered with [...] syntax with a Boolean
predicate inside.

Comparison as in XQuery with eq ne le ge It gt.

In JSONiqg the context item is $s not.
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10. Filtering with a predicate

json-file(
"git-archive-big.json"
)[$$.type eq "PushEvent"]

{ "id" : "7045118886", "type" : "PushEvent", "actor" : { "id" : 20090775,
"login" : "lainrose", "display_login" : "lainrose", "“gravatar_id" : "",
"url" : "https:\/\/api.github.com\/users\/lainrose', "avatar_url" :
"https:\/\/avatars.githubusercontent.com\/u\/20090775?" }, "repo" : { "id"
115387592, "name' : "lainrose\/Python-Grammar", "url"

"https:\/\/api.github.com\/repos\/lainrose\/Python-Grammar" }, "payload" : {
"push_id" : 2226161589, '"size" : 1, "distinct_size" : 1, "ref" :
"refs\/heads\/master", "head" : "27a0l1fbdbec8e26daad4dfc8faad52ddobe23836a",
"before" : "d6fce97b8de28a31d021c9a9f7ac939baaldd208", "commits" : [ { "sha"
: "27a01fbdbec8e26daad0fc8faa052ddobe23836a", "author" : { "name" :
"lainrose", "email" : "fb4676bf30682e2ece361fd363a69adl11779c42e@Naver.com"
}, "message" : "Update Study Contents'", "distinct" : true, "url" :
"https:\/\/api.github.com\/repos\/lainrose\/Python-
Grammar\/commits\/27a01fbdbec8e26daa4dfc8faa®52ddobe23836a" } ] }, "public"
: true, "created_at" : '"2018-01-01T15:00:00Z" }




11. Size of an array

How many events have at least 5 commits?
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11. Size of an array

How many events have at least 5 commits?

Hint:
The commits are in an array stored at .payload.commits.
The function size(...) returns the size of an array.
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11. Size of an array

count(
json-file(
"git-archive-big.json"
)[size($$.payload.commits) ge 5]
)

5643
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12. Unboxing arrays

Return all emails used in all commits.
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12. Unboxing arrays

Return all emails used in all commits.

Hint:
Arrays can be unboxed (converted to sequences) with [].
Inside a commit object, the email is located at .author.email
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12. Unboxing arrays

json-file(
"git-archive-big.json"
) .payload.commits[].author.email

"fb4676bT30682e2ece361fd363a69ad11779c42e@Naver.com"
"bccb6c59276ad7bbcddb972dd58baaef7cccc22d4@mailinator. com"
"820a7b45b8713c40f5e1c273015816c9¢c19a8401@out look. com"
"e888d2bd6f13f82caa51a37c03d034c76f661ba3@pgengler.net™
"e888d2bd6f13f82caa51a37c03d034c76f661ba3@pgengler.net™
"e888d2bd6f13f82caa51a37c03d034c/76f661ba3@pgengler.net™
"e888d2bd6f13f82caa51a37c03d034c76f661ba3@pgengler.net™
"79e2475181a6317276bf7cbb3958b20d289b78df@unrelenting.technology”
"1cab91b27227befba76b75e921287471edff9223@gmail. com"
"6clabdd8fe87763f6aad7a2¢c9113e90c91c56786@gmail. com"
"aafdc6lddcc5e8a2dabede®f3b482cd9aea9434d@mario—nebl.de"
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13. Looking up a member at a specific position of an array

How many emails were used in the very first commit of each
event?
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13. Looking up a member at a specific position of an array

How many emails were used in the very first commit of each

event?

Hint:
The sn-th member of an array can be accessed with [[$n]]
This also works on sequences of arrays: the sn-th member of each

array is then returned.
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13. Looking up a member at a specific position of an array

count(
distinct-values(
json-file(
"git-archive-big.json"
) .payload.commits[[1]].author.email
)
)
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14. Cascades of let clauses

Rewrite this query by decomposing it into a series of bindings to

multiple variables.

count(
distinct-values(
json-file(
"git-archive-big.json"
).actor.login
)
)
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14. Cascades of let clauses

Rewrite this query by decomposing it into a series of bindings to

multiple variables.
count(
distinct-values(
json-file(
"git-archive-big.json"
).actor.login
)
)

Hint:

let $x := 1

let gy := $x * 2
return $y + $x
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14. Cascades of let clauses

let $path := "git-archive-big.json"
let $events := json-file($path)
let $actors := $events.actor

let $logins := $actors.login
let $distinct-logins := distinct-values($logins)
return count($distinct-logins)
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15. Type declarations

Now add static types to the variables in the previous query.

let $path := "git-archive-big.json"
let $events := json-file($path)
let $actors := $events.actor

let $logins := $actors.login
let $distinct-logins := distinct-values($logins)
return count($distinct-logins)
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15. Type declarations

Now add static types to the variables in the previous query.

let $path := "git-archive-big.json"
let $events := json-file($path)
let $actors := $events.actor

let $logins := $actors.login
let $distinct-logins := distinct-values($logins)
return count($distinct-logins)

Hint:

let $x as object := { "foo" : 5 }
let $y as integer* := 1 to $x.foo
return max(%y)
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15. Type declarations

let $path as string :
let $events as object*
let $actors as object*
let $logins as string*
let $distinct-logins as
let $count as integer :

return $count

"git-archive-big.json"
:= json-file($path)

:= $events.actor

:= $actors.login

string* := distinct-values($logins)
count($distinct-logins)
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16. Explicit iteration

Return, for each event, its id and the number of commits.
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16. Explicit iteration

Return, for each event, its id and the number of commits.

Hint:

for $x in (1, 2, 3, 4)

let $y as integer* := $x + 1
return { "x" : $x, "z" : $y + 2 }
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16. Explicit iteration

for $event in json-file("git-archive-big.json")

let $nb-commits := size($event.payload.commits)
return {

"id" : $event.id,

"number of commits" : $nb-commits

"1d" : '"2489368070", "number of commits"
“id" : "2489368072", "number of commits "
"id" : '"2489368089", "number of commits "
"1d" : '"2489368095", "number of commits "
"1d" : '"2489368104", "number of commits "
"1d" : '"2489368109", "number of commits "
"1id" : '"2489368114", "number of commits "
“id" : "2489368113", "number of commits "

P R e e R e e ™ S S

: 1}
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16. Explicit iteration

let $events := json-file("git-archive-big.json")
for $event in $events
let $nb-commits := size($event.payload.commits)
let $nb-commits := if(exists($nb-commits)) then $nb-commits else ©
return {
"id" : $event.id,
"number of commits" : $nb-commits

"id" : "2489368070", "number of commits" : 1 }
"id" : '"2489368072", "number of commits " :
"id" : '"2489368089", "number of commits "
"id" : '"2489368095", "number of commits "
"id" : '"2489368104", "number of commits "
"id" : '"2489368109", "number of commits "
"id" : '"2489368114", "number of commits "
"1d" : "2489368113", "number of commits "
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17. Sorting

Return the events ids and types ordered by the (descending)
number of commits.
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17. Sorting

Return the events ids and types ordered by the (descending)
number of commits.

Hint:

for $x in (1, 2, 3, 4)
order by $x descending
return $x
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17. Sorting

for $event in json-file("git-archive-big.json")
let $nb-commits := size($event.payload.commits)
order by $nb-commits descending
return project($event, ("id", "type"))

11 idll
11 idll
11 idll
11 idll
11 idll
11 idll
11 idll
11 idll
11 idll
11 idll
11 idll
11 idll
11 idll

U U WD N s U U U W W S W

: ''2489368786", "type"
: ''2489369008", "type"
: ''2489370288", "type"
: ''2489370782", "type"
: ''2489371704", "type"
: '"2489373119", "type"
: ''2489374182", "type"
: ''2489374298", "type"
: '"2489374311", "type"
: '"2489375432", "type"
: ''2489375440", "type"
: '"2489375517", "type"
: ''2489375583", "type"

: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"
: "PushEvent"

i e e ade N
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18. Merging objects

Return the events ids and types and numbers of commits, ordered
by the (descending) number of commits.
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18. Merging objects

Return the events ids and types and numbers of commits, ordered
by the (descending) number of commits.

Hint:
{| {"foo" : "bar" }, { "bar" : 2 } |}
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18. Merging objects

for $event in json-file("git-archive-big.json")

let $nb-commits := size($event.payload.commits)

order by $nb-commits descending

return {| project($event, ("id", "type")), { "commits" : $nb-commits } |}

"id" : "2489368786", "type" : "PushEvent", "commits" : 20
"id" : "2489369008", "type" : "PushEvent", "commits" : 20
"id" : "2489370288", "type" : "PushEvent", "commits" : 20
“id" : '"2489370782", "type" : "PushEvent", "commits" : 20
“id" @ '"2489371704", "type" : "PushEvent", "commits" : 20
“id" : '"2489373119", "type" : "PushEvent", "commits" : 20
"id" : '"2489374182", "type" : "PushEvent", "commits" : 20
"id" @ '"2489374298", "type" : "PushEvent", "commits" : 20
"id" : '"2489374311", "type" : "PushEvent", "commits" : 20
"id" @ '"2489375432", "type" : "PushEvent", "commits" : 20
"id" : "2489375440", "type" : "PushEvent", "commits" : 20
“id" : '"2489375517", "type" : "PushEvent", "commits" : 20
"id" : "2489375583", "type" : "PushEvent", "commits" : 20

R e R N S N ™ Sy S S S &
s e e e e ae s o e adn adn adhn




19. Grouping

Return the histogram of the numbers of commits.
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19. Grouping

Return the histogram of the numbers of commits.

Hint:
for $x in 1 to 10

group by $y := $x mod 3
return { "y" : $y, "count" : count($x) }
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19. Grouping

for $event in json-file("git-archive-big.json")

group by $nb-commits := (size($event.payload.commits), 0)[1]
order by $nb-commits

return { "commits" : $nb-commits, "count" : count($event) }

""commits"
""commits"
""commits"
""commits"
""commits"
""commits"
""commits"
""commits"

"count" : 94554 }
"count" : 92094 }
"count" : 9951 }
"count" : 3211 }
"count" : 1525 }
"count" : 877 }
"count" : 688 }
"count" : 426 }
"commits" "count" : 383 }
"commits" : 9, "count" : 259 }
"commits" : 10, "count" : 274 }
"commits" : 11, "count"™ : 193 }
"commits" : 12, "count" : 146 }

- - - - - - - -

-
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20. User-defined types and validation

Create a user-defined type for the histogram, and validate the
histogram against it.
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20. User-defined types and validation

Create a user-defined type for the histogram, and validate the
histogram against it.

Hint:
declare type local:type
as { "foo" : "date", "bar" : [ "integer" ] };
validate type local:type* {
{"foo" : "2022-11-07", "bar": [ 1 to 10 ] },
{"foo" : "2022-11-08", "bar": [ 1 to 20 ] }
}
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20. User-defined types and validation

declare type local:histogram as { "commits" : "short", "count" :

validate type local:histogram* {
for $event in json-file("git-archive-big.json")
group by $nb-commits := (size($event.payload.commits), 0)[1]
order by $nb-commits

return { "commits" : $nb-commits, "count" : count($event) }

}

{ "commits" @, "count" : 94554 }
{ "commits" 1, "count" : 92094 }
{ "commits" 2, "count" : 9951 }
{ "commits" 3, "count" : 3211 }
{ "commits" 4, "count" : 1525 }
{ "commits" 5, "count" : 877 }

{ "commits" 6, "count" : 688 }

{ "commits" 7, "count" : 426 }

{ "commits" : 8, "count" : 383 }

{ "commits" : 9, "count" : 259 }

{ "commits" : 10, "count" : 274 }
{ "commits" : 11. "count" : 193 }

lllongll };




21. Saving as CSV

Save the output of the preceding query as a CSV file.
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21. Saving as CSV

Save the output of the preceding query as a CSV file.

Hint:
java —jar rumbledb-1.19.0-standalone.jar run query.jq
——output—-path out
——overwrite yes
——number—-of-output—-partitions 1
——output-format csv
——output-format—-option:header true
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21. Saving as CSV

"short", "count" : "long" };
validate type local:histogram* {

group by $nb-commits :=
(size($event.payload.commits), 0)[1]
order by $nb-commits

count($event) }
}

declare type local:histogram as { "commits" :

return { "commits" : $nb-commits, "count" :

for $event in json-file("git-archive-big.json")

query.jq

View Zoom

part-00000-90f

commits
0

1
2
3
4
5
6
7
8

9
10
1"
12
13
14
15
16
17
18
19
20

count
83542

73908
5426
1238

680
449
382
258
201
139
97
97
92
68
41
55
44
34
39
43
769

java —jar rumbledb-1.19.0-standalone.jar run query.jq

——output-path out
——overwrite yes

—number-of-output—partitions 1

——output—-format csv

—output-format-option:header true

ETH:zrich

part-00000-90f11ad4-e2b2-4664-a5dd-7f90afdc481a-c000
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22. More data

https://data.gharchive.org/2022-11-01-0.json.gz
https://data.gharchive.org/2022-11-01-1.json.gz
https://data.gharchive.org/2022-11-01-2.json.gz
https://data.gharchive.org/2022-11-01-3.json.gz

wget https://data.gharchive.org/2022-11-01-{0..23}.json.gz
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22. More data

Save the histogram of the bigger dataset as a CSV file.
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22. More data

Save the histogram of the bigger dataset as a CSV file.

Hint:
json—-file("foox.json.gz")
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22 MOre data commits count

0 9112429
declare type local:histogram as { "commits" : "short", "count" : "long" }; | * 8200327
validate type local:histogram* { 2 609482
for $event in json-file("2022*.json.gz") 3 161660
group by $nb-commits := (size($event.payload.commits), 0)[1] ¢ 89302
order by $nb-commits 5 69433
return { "commits" : $nb-commits, "count" : count($event) } : ;ﬁi
} 8 21217
S 17109
10 13118
11 11607
12 9374
13 8979
14 6867
15 6102
16 5254
17 4780
18 4456
19 3949

oo 20 98336
ETH:zurich



23. Inline query in the command line

How many objects in this bigger dataset?
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23. Inline query in the command line

How many objects in this bigger dataset?

Hint:
java —jar rumbledb-1.19.0-standalone.jar run —q "'1+1'
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23. Inline query in the command line

java -jar rumbledb-1.19.0-standalone.jar run -q 'count(json-file("2022*.json.gz"))"’

18524017

ETH:zrich




24. Monitoring

N C

AracHE

SPark” ;;, Jobs Stages  Storage

Details for Job O

Status: RUNNING

Submitted: 2022/11/03 14:32:04
Duration: 1.7 min

Associated SQL Query: 3
Active Stages: 1

Pending Stages: 1

» Event Timeline
» DAG Visualization

~ Active Stages (1)

Page: 1

Stage Id ~ Description

0 collect at OrderByClauseSparkiterator.java:270
Page: 1

~ Pending Stages (1)

Page: 1

Stage Id ~ Description

1 collect at OrderByClauseSparkiterator.java:270
Page: 1

ETH:zrich

A @ localhost:4040/jobs/job/?id=0

SQL / DataFrame

+details

Submitted

(kill) 2022/11/03 14:32:05

Submitted

+details Unknown

Duration

Unknown

Duration Tasks: Succeeded/Total

17 min 3048 (17 running)

Tasks: Succeeded/Total

0/200

Inp



25. Converting from JSON to Parquet

https://lars.yencken.org/datasets/great-language-game/

Downloads

¢ | confusion-2014-03-02.tbz2 |(145Mb)

ETHzirich Download to /tmp/rumbledb-tutorial



25. Converting from JSON to Parquet

- Explore the dataset

- Design a schema (user-defined type)
- Validate it

- Save it as Parquet
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25. Converting from JSON to Parquet

- Explore the dataset

- Design a schema (user-defined type)
- Validate it

- Save it as Parquet

Hint:
——output-format parquet

ETH:zrich




25. Converting from JSON to Parquet

declare type local:game as {

"lguess": "string",
"ltarget": "string",
"lcountry": "string",
"lchoices": [ "string" 1],
"lsample”: "hexBinary",
"ldate": "date"

}s

validate type local:game* {
json-file("confusion-2014-03-02.json")

}
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26. Query from Parquet

Build a histogram of the guess field with the JSON and the Parquet

version.
Which is fastest?
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26. Query from Parquet

for $game in parquet-file("confusion-2014-03-02.parquet")
group by $g := $game.guess

order by count($game) descending

return { "g" : $g, "c" : count($game) }

for $game in json-file("confusion-2014-03-02.json")
group by $g := $game.guess

order by count($game) descending

return { "g" : $g, "c" : count($game) }

ETH:zrich




27. Module import

There is a JSONig module at
http://www.rumbledb.org/samples/module. jq

It has a function m:count(...). Use it to count the items in the
parquet file.

Hint:
import module m = "http://example.com/m.jq";

m:a(l)
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27. Module import

import module namespace m = "http://www.rumbledb.org/samples/module. jq";

m:count(parquet-file("confusion-2014-03-02.parquet"))
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